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Abstract

In laboratory environments, small objects often fall onto the floor and need to be collected
and separated rather than discarded collectively. This thesis presents a mobile manipulation
system based on the MIRTE Master platform that combines navigation, perception, and
manipulation to detect and sort objects in a laboratory setting. The system integrates a 4-DOF
robotic arm, a two-bin sorting mechanism, an RGB-D camera, MoveIt 2, and Nav2 with
SLAM. Different coverage planners and perception approaches were evaluated in practice. The
morphology-based skeleton planner performed well in the tested laboratory-like environments
but worse in larger open spaces, whereas the spanning-tree planner performed well in larger
open spaces but struggled more in tighter environments. The perception pipeline was able to
localize and classify representative objects, and the manipulator modifications improved grasp
reliability, although the system remained sensitive to lighting conditions, hardware constraints,
and synchronization issues. Overall, the work shows that the MIRTE Master is a feasible
platform for autonomous laboratory cleaning, while also identifying several directions for
further development.
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Preface

This report marks the end of our Bachelor’s degree at TU Delft. Over the past few months, our team has
engaged in designing an autonomous mobile laboratory-cleaning robot with a waste-separation mechanism.
This has been achieved by integrating a 4-DOF manipulator, an RGBD camera and a software stack based on
ROS2. We were drawn to this project because of the potential for creative freedom it seemed to offer, given
that the main goal wasn’t set in stone. This provided us with a hands-on learning experience that combines
the theoretical and physical sides of robotics. Having a tangible robotic prototype as an end result was, as
expected, a good motivator to keep on working diligently on the project. During the preparation of this paper,
ChatGPT and Gemini were used as a supporting tool for brainstorming, improving sentence structure, refining
argumentation, debugging, ideating, and checking the clarity of written sections.
We would like to express our sincere gratitude towards our project supervisors, Martijn Wisse and Martin Klomp
for their technical insights and feedback regarding the project. In addition, we would like to thank Arend-Jan
van Hilten for helping us occasionally, despite not actually being involved in the project directly.
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1 Introduction

In laboratory environments, maintaining a good level
of cleanliness is often challenging. While autonomous
floor-cleaning robots are common in domestic settings,
laboratory floors often contain small graspable items
rather than dust or hair. A laboratory-cleaning robot
therefore needs to detect, pick up, and sort such objects
rather than simply sweep debris. Because not all found
objects should be discarded, the system should also
be able to separate reusable items, such as electronic
components, from other waste. The implementation of
such a system also provides useful insights into existing
robotic platforms like the MIRTE Master robot.
The goal of this project was to develop an autonomous
laboratory-cleaning robot based on the MIRTE Master
platform. The robot should be able to navigate an in-
door environment, detect objects, distinguish between
categories of waste, and place them in the appropriate
bin. This report outlines the development process and
implementation of the resulting system.
From the main goal, the following sub-goals were ex-
tracted: adapt and enhance the design of the MIRTE
Master platform, implement mapping and navigation
pipelines for waste discovery, develop custom waste-
detection and localization algorithms, and build a
waste-processing subsystem capable of classifying, ma-
nipulating, and sorting items reliably.

1.1 Related Works

Related work on autonomous coverage planning
and mobile manipulation provides the context for
this project. Coverage-planning methods such as
morphology-based skeleton planning and spanning-tree
approaches have been proposed to generate efficient
paths for inspection and cleaning tasks, but their perfor-
mance depends strongly on environment geometry and
map quality [1], [2]. Recent surveys of mobile-robot
path planning and ROS 2 navigation also highlight
the practical trade-offs between planner choice, map
representation, and computational resource use in real
systems [3], [4].
In parallel, research on mobile manipulation has shown
that robust object perception and grasp planning are
essential for pick-and-place tasks in real indoor envi-
ronments [5]. The present work builds on these ideas
by combining a coverage planner, a 3D perception
pipeline, and a manipulator on the MIRTE Master
platform to evaluate how they perform in a laboratory-
cleaning scenario. In particular, the study considers
object localization and classification as part of the
broader task of detecting, collecting, and sorting small
items.

1.2 Contribution

This work serves as a practical application of the
MIRTE Master platform for a specific laboratory-
cleaning task. The main contribution is to show how
the platform can be extended with a waste-sorting
mechanism and to evaluate which navigation and per-
ception approaches are most suitable for this purpose.
By integrating perception, navigation, and manipula-
tion in a real-world setup, the project provides insight
into the platform’s practical strengths and limitations,
as well as its potential for extensibility and modularity.

1.3 Roadmap

This report is structured as follows. Section 1 (Materi-
als) describes the hardware and software used to build
the robot. Section 2 (Theory) explains the background
concepts behind the implemented methods. Section
3 (System Overview) presents the system architecture
and the main functional modules. Section 4 (Experi-
mental Methods) describes how the implementations
were tested. Section 5 (Results) discusses the experi-
mental outcomes. Section 6 (Conclusion) reflects on
the project objective and the extent to which it was
achieved.

2 System Overview

The setup consists of a mobile manipulator (MIRTE
Master) tasked with autonomously exploring an in-
door laboratory environment, identifying and localizing
objects, distinguishing between electronics and other
objects, and sorting these objects accordingly.
To realize this, the robot incorporates several distinct,
but tightly knit software subsystems. Each one is
responsible for a separate function of autonomous op-
eration, but simultaneously reliant on data from one
or more of the other systems.
At the highest level sits a behavior tree that orches-
trates how these different subsystems interact to make
the robot execute the main goal. It decides when to
explore, when to approach a detected object, when to
classify it, and when to pick and place it.
Below this, a navigation system handles how the robot
moves through the environment. It maps, then plans
a coverage path, enabling the discovery of portable
objects. The manipulation system plans and executes
pick and place motions given object poses and visibility.
Underpinning both is the perception pipeline, which
provides the system with a continuous stream of object
poses and classifications derived from depth and colour
data.
These subsystems do not operate in isolation. The
behavior tree depends on perception to make deci-
sions, perception depends on navigation to bring the
camera within range of objects, and manipulation de-
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pends on the localization estimates that perception
provides. Understanding the system therefore requires
understanding how these parts interact, not just what
each part does individually.
The following sections describe each subsystem in turn:
behavior and task orchestration, manipulation and mo-
tion planning, perception, and navigation.

2.1 Navigation

The navigation stack of this robot is responsible for two
main tasks: mapping and coverage. During mapping,
the robot builds a representation of the environment
from sensor data so that it can plan safe trajectories.
During coverage, it generates a sequence of waypoints
that traverses the free space while avoiding obstacles.

2.1.1 Mapping

Before the robot can navigate through the environment
and ensure proper coverage, the environment must
first be known. This is where mapping approaches
become useful. Several advanced and specialized map-
ping approaches already exist, but in this work only
one was considered: frontier-based mapping. Frontier-
based mapping allows the robot to start navigating
the environment and expand its map as new areas are
discovered, which is well suited to partially known in-
door spaces [6]. For the actual motion execution, Nav2
is used as the low-level navigation framework. The
coverage planners implemented in this work generate
the waypoints that define the desired path, while Nav2
handles trajectory generation, obstacle avoidance, and
execution of the motion in the live costmap [7]. This
separation keeps the higher-level planning logic simple
while allowing the robot to respond to dynamic obsta-
cles in real time. A video demonstration of the robot
mapping a space is available online.

2.1.2 Coverage Planning Algorithms

This section presents the algorithms employed for the
discovery of portable objects. While a comprehensive
technical analysis of these algorithms is beyond the
scope of this work, they are described with sufficient de-
tail to enable understanding of their application within
our framework. For in-depth technical details and for-
mal derivations, the reader is referred to the original
publications cited herein. To demonstrate the different
navigators, a costmap of the Pulse Breakout room is
used. This map was obtained during testing of the
coverage methods. Furthermore, Nav2 [7] is used for
low-level motion planning and execution as well as
real-time control and costmap generation.

Preprocessing Before the map can be used to plan
a path, a common preprocessing algorithm can be ab-
stracted. Coverage path planners generally use either
a binary map of the free space (free = 1, occupied =

0) or the polygons constructed from the boundaries of
the free space.
The input to the algorithm can be any 2D image dis-
playing the free and occupied pixels. In this case, the
input is the costmap directly. First, the costmap is
thresholded to create a binary costmap (Figure 1),
which is the first output.

Figure 1: Binary costmap generated by thresholding
the Nav2 costmap into free and occupied space.

Then, using this binary costmap, the contours are
extracted (Figure 2).

Figure 2: Contours extracted from the binary costmap
representing the boundaries of free space.

Morphology-Based Skeleton Path Planner The
first implemented method, based on the work of [1],
[8], derives a coverage path from the morphological
skeleton of the free space. The algorithm is visible in
the Appendix.
The free space is extracted using the methods dis-
cussed in the previous section. The polygons are used
and converted to a binary map so as not to produce
too many branches for the robot to navigate through.
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This map is then skeletonised to extract waypoints, see
Figure 3.

Figure 3: Morphological skeleton extracted from the
free-space representation of the environment.

Once the waypoints are obtained, a graph is con-
structed and leaf nodes are extracted. In the graph,
leaf nodes are defined by their single connection to the
rest of the skeleton; these are treated as endpoints of
the path.

Figure 4: Leaf nodes identified on the skeleton graph,
representing endpoints used during path generation.

Finally, starting from the leaf node closest to the robot,
the full path is planned by recursively tracing the graph
from the current leaf node to the nearest unvisited leaf
node. This can be seen in Figure 5.

Figure 5: Fully planned path

Grid-Based Spanning-Tree Planner Secondly, a
grid-based spanning-tree algorithm is used to plan a
full coverage path over the map. This planner is based
on the work of [2].
Unlike the skeleton planner, this planner uses the bi-
nary costmap directly. The binary costmap is further
discretized to a grid whose resolution is a fraction of
that of the original costmap, see Figure 6.

Figure 6: Downsampled free-space grid used to con-
struct the spanning tree graph.

A depth-first search (DFS) is conducted over the free
cells, from which sparse waypoints are created. This
can be seen in Figure 7.
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Figure 7: Depth-first search spanning tree generated
over the free-space grid.

A black image with the same resolution as the original
costmap is then created, and white squares with half
the cell width are placed in the center of each cell and
between adjacent cells. Waypoints are created from
the contours of this tree. These waypoints represent a
circumnavigation around the DFS tree.

Figure 8: Coverage waypoints generated by tracing
the contour around the spanning tree structure.

A segment from this circumnavigation is then removed
from the path.

Figure 9: The path with circumnavigation removed.

A lab cleanup robot must not blindly follow waypoints.
If it does, it might collide with obstacles near the map
boundary or collide with moving objects.
Nav2 implements several low-level real-time trajectory
planners that plan inside the live-updating costmap [4].
They handle how the waypoints are followed and how
much influence the map ought to have on the gener-
ated trajectory. The system described in this section
implements an MPPI controller [9] due to its supe-
rior performance in highly dynamic environments [10],
such as labs where students or other people frequently
walk. Other planners that were considered include
DWB (Dynamic Window Approach Behavior-based)
[11] and RPP (Regulated Pure Pursuit) [12].

2.2 Robot Behavior

A common approach in robotics for navigation- and
perception-heavy tasks is to use a global behavior tree
that describes the robot’s actions in different situa-
tions. This architecture, as shown in Figure 10, is
used here to describe and execute the cleaning strat-
egy. The Py Trees for ROS Python package is used to
implement the behavior tree because of its thorough
documentation and its native support in ROS 2.
The behavior tree provides a hierarchical approach for
coordinating navigation, perception, and cleaning ac-
tions. It also provides a clear structure for debugging.
As seen in Figure 10, the robot first explores the en-
vironment, then pauses its coverage task whenever
an object is detected, approaches the object, checks
whether it is still visible, picks it up, and places it
in the appropriate bin. The complete tree is shown
in Figure 28 in the Appendix, and the execution of
the coverage task, including pausing and resuming, is
described in Algorithm 3.
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Figure 10: Behavior tree (simplified)

2.3 Mechanical

The MIRTE Master platform provides a capable but
general-purpose starting point for a laboratory clean-
ing robot. Out of the box, it offers omnidirectional
mobility, a four-degree-of-freedom manipulator, and an
integrated sensor suite. However, several of its design
choices were not well-suited to the specific demands
of autonomous waste collection and sorting. This sec-
tion documents the physical modifications made to
the platform: what was changed, why, and how each
modification contributes to the overall system’s ability
to reliably detect, grasp, and sort laboratory objects.

2.3.1 Original MIRTE Master Platform

The original MIRTE Master hardware consists of three
main parts:

1. Mobile base

2. Electronics

3. Robotic arm

The mobile base utilizes four geared DC motors with
Hall encoders, connected to 97 mm mecanum wheels.

This configuration enables omnidirectional movement,
which is useful for navigating in small indoor spaces.
The base also contains rearward-facing ultrasonic sen-
sors, an IMU, a 2D LiDAR and an RGBD (depth)
camera.
The electronics of the original platform are based on an
Orange Pi 3B and a Raspberry Pi Pico H, following a
two-tier software architecture that separates high-level
task logic from low-level execution. The Orange Pi
functions as the main computer, handling computa-
tionally intensive tasks. The Pico, as the embedded
controller, handles lower-level control tasks such as
driving the motors and reading lightweight sensor data.
The MIRTE Master also includes a custom PCB to
connect the motors, sensors, and power system in a
structured manner, powered by a 5 Ah 12 V Li-ion
Parkside drill battery. No significant changes were
made to the electronics for this project.
The robotic arm is mounted on top of the mobile base
and has four degrees of freedom, which are driven by
four serial bus servo motors of varying strengths. A
gripper and RGBD camera are mounted at the end of
the arm for object scanning and manipulation.
The original hardware components can be seen in Ma-
terials.

2.3.2 Design Goals for the Modified Robot

Despite being a capable platform, several aspects of the
original design presented practical limitations for this
specific use case. The PMMA chassis plates proved
brittle under load, cracking during early testing. The
RGBD camera, mounted low at the front of the chas-
sis, was too close to the ground to produce reliable
depth estimates for small objects on the floor. The
gripper’s contact surfaces lacked the friction needed
to reliably grasp small, smooth electronic components.
Finally, the platform had no provision for storing or sep-
arating collected objects. These shortcomings directly
motivated the modifications described in the following
sections.
The main design goals are:

• Increase the stiffness and reliability of the
chassis.

• Add space for collecting and separating waste.

• Mount the camera in a position that enables
object detection.

• Improve the battery mounting system.

• Improve cable management.

• Modify the gripper so it can pick up waste
objects more reliably.
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2.3.3 Chassis Modifications

The original MIRTE Master chassis was designed as a
general-purpose mobile manipulator base. For this use
case, the robot also needed to carry waste bins.
The chassis consists of six side panels and a top and
a bottom plate. In the original model, the top and
bottom plates were made of clear PMMA. Although
PMMA allows the user to see the status of the elec-
tronics by looking at the LEDs on the inside, early
testing of the MIRTE Master showed that it was not
suitable, as attempts to assemble the robot often re-
sulted in shattered plates. The fracture toughness of
PMMA (0.7–1.1 MPa·m1/2), which is approximately 30
times lower than that of aluminium (23–35 MPa·m1/2),
makes it prone to sudden brittle fracture under mechan-
ical load. Therefore, the PMMA was replaced with
aluminium. To still be able to see the status LEDs,
the six side panels were 3D-printed using translucent
PETG. Two separate waste bins were also added to the
rear of the chassis, as they allow the robot to collect,
store and separate objects after picking them up.

2.3.4 Gripper Modifications

The original MIRTE Master gripper is useful as a gen-
eral robotic gripper, but the cleanup task requires it to
reliably handle objects that vary widely in shape and
size.
The original gripper geometry is suitable for holding
small and large objects; however, the gripping surface is
not. Electronic components tend to have small areas of
contact with the gripper, making slippage likely during
lifting. To improve gripping performance, the contact
patches are layered with soft 83A TPE, coated with
an additional layer of Bison Rubber anti-slip coating.
During the initial testing phase of the RGBD camera,
it was found that the mounting point was too low for
any objects close to the ground to be visible. Although
the camera was originally intended to be mounted on
the chassis, mounting it on the end of the arm proved
beneficial for this project. In addition to the elevated
vantage point, this allows for programmable viewing
angles. Furthermore, the RGBD camera is now also
used for object detection, making the secondary RGB
camera unnecessary.

2.3.5 Current Design

The complete model can be explored using the interac-
tive 3D interface on the Mechanical page of the online
report. The CAD files can be found here.

2.4 Manipulation

This section covers the articulation of the robotic arm
that sits atop the MIRTE Master. Since there is
hardly any competition in this space, the market leader,

MoveIt 2, was used to move the arm. MoveIt 2 provides
a well-documented API and directs the vast majority of
computations regarding (inverse) kinematics of robotic
arms and the trajectory planning thereafter [13].
The package is already installed on the MIRTE Master
and has previously been used, with limited success, to
move MIRTE’s arm [14]. However, this implementa-
tion resulted in the end effector (the tip of the arm;
the wrist) being positioned more than 10 cm off-target.
For a machine needing to pick up objects smaller than
6 cm, this is unacceptable. Therefore, an improved
version is required.

2.5 Perception

Perception is responsible for object detection, classi-
fication, and spatial localization. In this study, two
object-detection and localization approaches were eval-
uated: a 2D detection and depth-projection ap-
proach and a 3D segmentation approach based on
point-cloud clustering. For classification, a classical
computer-vision approach and a model-based approach
were both considered.
Initially, the goal was to distinguish between graspable
and non-graspable objects and between electronics
and non-electronics. However, because the standard
MIRTE Master platform had limited camera quality
and limited computational resources, the final scope
was reduced to two practical classes: graspable versus
non-graspable and colourful versus greyscale. This
choice was made to keep the system feasible within
the available hardware and to focus the evaluation on
the most relevant objects for the laboratory-cleaning
task.
A custom YOLO-based detector was trained on a small
labelled dataset collected from the onboard camera,
while the 3D pipeline used point-cloud filtering, plane
removal, and clustering to estimate the position and
orientation of candidate objects. The combination of
these two perception streams was then used to support
the grasping and sorting process.

2.5.1 Perception 2D

For determining the type, and possibly the distance of
objects, a YOLO26 (‘You Only Look Once-26’) object-
detection model was used. A dataset was created by
recording videos using the USB camera included in
the MIRTE Master hardware package, from which one
in every fifteen frames was extracted for the training
dataset. A figure of four frames in different environ-
ments is shown below in Figure 11.
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Figure 11: Picture of four individual frames

Why YOLO26 Was Used The YOLO object-
detection family is well established, with YOLO26
[15] being the most recent generation. YOLO26 was
chosen because the robot has to detect and classify
objects from a live camera on the MIRTE Master plat-
form, which has limited processing power because it
uses an Orange Pi 3B. Object detection with limited
processing power requires a lightweight model with
fast inference times while still maintaining accuracy.
YOLO26 is suitable for this because it was designed
with deployment on low-power devices in mind. It
uses NMS-free inference in its post-processing pipeline,
simplifies bounding-box predictions, and supports de-
ployment formats commonly used for low-power devices
[16].
In this case, the RK3566 NPU of the Orange Pi 3B can
be used to improve performance by reducing the total
inference time [17]. For this model, the Nano variant
of YOLO26 was chosen to minimize inference times.
Another benefit of YOLO26 over the older variants is
its support for oriented bounding boxes. Unlike stan-
dard bounding boxes, oriented bounding boxes also
estimate the rotation of recognized objects [18]. This
could be useful for complex grasping tasks where the
orientation of the gripper is crucial. However, this
project only uses standard object detection.

Training The training data was annotated manually
using Label Studio. Initially, roughly 280 frames were
captured in four different environments. Due to a
large amount of blurring within the images, about 100
pictures were deleted. Of the remaining 180 pictures,
60 were imported into Label Studio and labelled per
colour: green, red, purple, white, light-grey, dark-grey
and black. In total, 1206 bounding boxes were drawn.
A test of the perception model performed during train-
ing is shown in the figure below.

Figure 12: The tests performed during training.

The curves in the figure below show that the model
converged during training. This means that the model
actually learns while training instead of making random
or unstable decisions.

Figure 13: Plots of training results per epoch

The normalized confusion matrix shows how well
classes are recognized by the model. As shown in
the figure below, most classes are classified correctly,
as indicated by the strong diagonal values. However,
light-grey objects were among the least correctly identi-
fied objects, because changes in exposure and lighting
often caused the model to classify them as background.
Some objects were missed (classified as background),
a small number of objects were misclassified, and some
objects, such as dark-grey and white ones, were con-
fused with light-grey.

8



MIRTE Master-based Laboratory Clean-up Robot 2.5 Perception

Figure 14: Normalised confusion matrix

A figure of the F1 confidence curve is shown below.
This curve shows how the F1 metric, which combines
precision (how many objects were correctly predicted)
and recall (how many objects were correctly found),
changes with the confidence threshold of the model.
The curve shows that a good starting confidence thresh-
old would be 0.3–0.35.

Figure 15: BoxF1 curve

2.5.2 Perception 3D

Point Cloud-Based Object Localization To deter-
mine the exact location of graspable objects around the
MIRTE Master, the data gathered and transmitted by
the camera must be interpreted. One effective method
for achieving this is through the use of point clouds.
As the name suggests, point clouds are collections of
points that represent a three-dimensional space. These
points may contain a variety of information, but the
most important characteristic of a point during this
project is its position, represented by its x, y, and z
coordinates. During this project, the Open3D library
was used to process the point cloud. This particular

library has been selected because of its user-friendly
API and popularity over PCL [19].
Planes are detected using the Random Sample Con-
sensus (RANSAC) algorithm. This algorithm picks a
number of points from the point cloud at random and
fits a plane through them. It then evaluates which
points in the point cloud are within the given distance
from the plane [20]. With this method, point clouds
can easily and quickly be filtered such that only the
important parts, namely the clusters of points repre-
senting small objects on the ground, remain.
Next, a clustering algorithm called DBSCAN (Density-
Based Spatial Clustering of Applications with Noise)
is used. The algorithm evaluates the remaining points
in the point cloud and determines the cluster to which
they belong [21]. Afterwards, the identified clusters
can be converted into bounding boxes, determining an
object’s position and orientation, as well as its dimen-
sions. Below, Figure 16 and Figure 17 show the input
and output of the point cloud pipeline.

Figure 16: The point cloud as received from the cam-
era topic

Figure 17: The resulting bounding boxes

Any objects that are part of the costmap are excluded,
leaving only these bounding boxes.

9
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2.5.3 Complete Point Cloud Processing Pipeline

This section shows the practices employed to pro-
cess the point cloud received from the camera topic
/camera/depth/points. Even though the inner work-
ings of the specific functions used are outside the scope
of this project, their influence is highlighted here to
show their importance.
For completeness, a point cloud is included below to
give an impression of what the input of the pipeline
looks like as received from the point cloud topic.
To do this, a sample point cloud has been saved from
the Gazebo simulation and is used as the input to a
filtering pipeline built with the Open3D Python library:

• steps:
– Crop the point cloud to include only

points below a given height.
– Copy a downsampled version of the point

cloud to speed up future calculations.
– Iteratively detect planes and remove the

corresponding points from both point
clouds. From there, the downsampled
point cloud will not be used anymore.

– Detect clusters from the remaining
points.

– Create bounding boxes for these clusters.
– Reject boxes that overlap with the

costmap.

Any remaining bounding boxes are published as de-
tected objects.
The entire pipeline, including the individual effect of
each step, is shown below:
First, the original point cloud is created from the cam-
era’s depth image, as shown in Figure 18.

Figure 18: The point cloud as received from the cam-
era topic including the eventual bounding boxes

Next, this point cloud is downsampled. Note that the
resolution afterwards is still quite high. This is because
the objects are very small, and reducing the resolu-
tion dramatically would lose details of these objects,

reducing bounding-box accuracy. An example is shown
below in Figure 19.

Figure 19: The downsampled point cloud

In the downsampled point cloud, planes are detected
using RANSAC plane segmentation [20]. With this,
large planes such as walls and tabletops are discarded
from the point cloud, as can be seen in Figure 20.

Figure 20: The plane-segmented point cloud

Now, the remaining points are cross-referenced with
the costmap obtained during mapping. Any point that
lies on the costmap is excluded from the point cloud,
resulting in the point cloud depicted in Figure 21.

Figure 21: The point cloud containing only points
belonging to free objects

Finally, the remaining points are converted to clusters
using DBSCAN [21]. This enables the construction of

10
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a bounding box for each cluster, each of which repre-
sents an object. Bounding boxes, however faint, can
be made out in Figure 22 below.

Figure 22: Bounding boxes (in front of the robot) are
drawn around the remaining clusters.

Information about these bounding boxes is then pub-
lished on a ROS 2 topic, which is later used to approach
and pick up the corresponding objects.

3 Implementation

This section describes the transition from simulation-
based development to real-world testing on the MIRTE
Master platform and the practical requirements in-
volved in doing so.
To compare the implemented approaches, the study
focused on practical performance indicators: whether
the robot could complete a coverage run without losing
track of its pose, whether objects could be detected
and localized reliably, and whether manipulation could
be executed accurately enough to place objects in the
correct bin. These measures were used to evaluate the
different planners and perception components.
The programs required for lab cleanup operation are
started from two launch files; the first launches the
navigation, perception and manipulation stacks, while
the second runs the behavior tree. This setup allows
different behavior trees to be tested without restart-

ing the other subsystems. A brief description of each
subsystem’s implementation is given below.

Coverage Navigation The coverage navigation sys-
tem is implemented as an action server, meaning it
plans and executes the coverage path in response to a
request from an external client. The request specifies
which coverage planner to use. As described in Sec-
tion 2.1.2, the coverage task is executed as a sequence
of waypoint segments. During execution, the system
continuously monitors the Nav2 action state and pub-
lishes progress feedback. If a stop or cancel request is
issued, the current navigation task is interrupted and
the run ends. If a pause request is issued instead, the
active segment is interrupted, the remaining waypoints
are stored, and the unfinished portion is re-queued so
that the task can resume from the current location
once the pause is lifted.

Manipulation The manipulation system also consists
of an action server, accepting goal requests from the
behavior tree. It exposes a single action interface that
handles named pose targets, Cartesian pose goals and
gripper commands. For Cartesian goals, the server
runs an IK solve against the wrist link, falls back to
approximate IK if exact IK fails, applies time-optimal
trajectory generation, and executes the resulting plan
via MoveGroupInterface.

Perception The perception pipeline consists of two
independent nodes that run continuously alongside the
behavior tree. The depth-based locator publishes de-
tected object poses, which the behavior tree listens
to via the blackboard. When the tree detects that
objects are present, it pauses coverage navigation and
approaches the closest detected object. Once the robot
is within range, the 2D classifier is invoked via a service
call to confirm the object’s class before the pick-and-
place action is triggered. The classifier’s "target" or
"waste" label is then passed directly to the manipula-
tion system to determine which bin the object is placed
in.
Figure 23 is a graphical overview of how the different
subsystems interact.

11
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Figure 23: ROS 2 architecture.

3.1 Simulation

Development began without access to a physical robot.
A Gazebo simulation environment was therefore set
up to allow the software stack to be developed and
tested in the interim. The simulated environment can
be explored interactively in the online version of this
report.

3.2 Sim-to-Real Pipeline

For the transition from simulation towards real-world
testing, the codebase needed to be adapted. The
launch files were modified so that Gazebo was no
longer used and use sim time parameters were set to
false. To reduce the risk of collisions, the inflation
radius and the robot radius in the Nav2 parameters
were increased. Another change was the migration of
processing tasks from the Orange Pi 3B to a laptop
connected to the MIRTE. Finally, all the sensors were
tested and it was concluded that the depth camera was
not positioned correctly, so its position was changed
from the front of the robot to the gripper, allowing its
viewing angle and distance to the object to be adjusted
more effectively.

3.3 Testing Environment

For testing, an open, medium-sized room was chosen.
The room needed to have sufficiently large open spaces
for the robot to be able to plan its trajectories for the
object-detection phase. Due to the use of mecanum
wheels and camera-based object detection, the room
also needed to have a mostly smooth, flat floor with a
uniform colour.

3.4 Testing Objects

Due to the low video output quality of the included
USB camera module, including significant motion blur
and difficulties with exposure under different lighting
conditions, the success rate of recognition and classifi-
cation of electronic objects was too low. Additionally,
most electronic waste had too low a profile to be rec-
ognized reliably by the depth camera. As a result,
it was decided to 3D-print coloured shapes with a
textured outer wall for grip. A custom dataset was
created for the object-classification model to improve
object-detection performance.

4 Results

This section covers the observed characteristics of the
implemented coverage planners, perception methods
and solutions regarding manipulation.

4.1 Coverage Planners

Three path planners have been compared:

• Boustrophedon Coverage

• Morphology-based Skeleton Coverage

• Spanning Tree Coverage

The Boustrophedon coverage planner package had
compatibility issues with other packages used for navi-
gation, which meant that Boustrophedon did not work
on the MIRTE Master.
The morphology-based skeleton coverage planner per-
formed well in laboratory-like environments but worse

12
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in larger open spaces. This planner allowed the robot
to maneuver efficiently between objects such as tables
and chairs while still being able to get into tight places.
The morphology-based skeleton coverage planner also
resulted in the fewest sharp turns, which, given the sim-
ple odometry of the MIRTE Master (wheel encoders
only), helped the robot keep track of its position and
thus keep the map clean. However, the skeleton plan-
ner performed slightly worse in terms of coverage per-
formance. This was due to the lower density of the
planned path, which sometimes caused the robot to
miss the edges of larger free spaces that needed to be
scanned for objects.

Figure 24: Skeleton path in laboratory environment

The spanning tree coverage planner performed well in
large open spaces, but unlike the morphology-based
skeleton coverage planner, it struggled more with plan-
ning paths in tighter spaces such as laboratory environ-
ments (see Figure 25), resulting in separate path loops
being stitched together and, possibly, tighter spots
between the loops being missed. Also, because of
the nature of the coverage pattern, many small-radius
turns are generated, which sometimes caused the robot
to slowly accumulate drift in the odometry, resulting
in less accurate localization and a less accurate map.

Figure 25: Spanning tree path in laboratory environ-
ment

4.2 Object Localization and Classification

For object detection, a localization method and a clas-
sification method were developed. Our object localizer
relies on bounding boxes that are retrieved from point
clouds generated from the depth camera’s depth im-
ages. Our object detector was able to find objects sized
from 1 cm to 6 cm. A bounding box drawn around a
found object in the point cloud is shown in Figure 26.
The custom-made YOLO26 object-detection model
worked as intended, correctly classifying the localized
objects. Figure 26 also shows a frame from the RGB
sensor of the depth camera in the bottom-right corner.

Figure 26: Bounding box drawn around found objects
(center) and YOLO26 working simultaneously (bottom
right)

4.3 Manipulation

Movement accuracy The manipulation of the actua-
tor has seen major improvements regarding movement
accuracy. The initial accuracy of the actuator was
around 15 cm. After the code was reworked, the actu-
ator was controlled by actual joint values instead of
approximations. This reduced the error significantly,
resulting in a movement error of only 1 mm.

Gripping performance The gripping performance
of the original robot was slightly improved by adding
rubberized patches to the gripping surfaces of the grip-
per. This has significantly helped the gripper hold the
smooth, plastic testing objects when it approached
them at a sub-optimal angle.

Figure 27: Rubberized gripping surfaces.
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5 Discussion

5.1 Delays

We were caught in the middle of a platform migration
to a new design. This migration happened at the time
that a master’s course started, which used up all of
the available MIRTE Master robots. This meant that,
for us, no robot was available from the start of the
project. We also had no clarity about when a unit
would be received and whether additional components
needed to be ordered, and we could not order all com-
ponents ourselves because of budget restrictions. In
the end, the components were received in week 13 of
the 16-week project period. While the software team
was able to front-load much of the development using
Gazebo simulations, this still meant that the team had
only three weeks to discover the quirks of the MIRTE
Master, troubleshoot them, and integrate the software,
which severely limited our ability to perform real-world
quantitative and qualitative experiments.

5.2 Gazebo

Gazebo was a useful tool for testing the software stack
quickly and in an isolated manner. However, learning
to work with Gazebo required a steep learning curve
and a significant amount of additional effort to set up
a realistic environment, including custom worlds and
interactive objects.
When transferring the code base from the simulation
environment to the real world, several problems oc-
curred. The code had to be adjusted, for example
by avoiding use sim time, and the robot’s sensors
were found to provide less accurate and less reliable
feedback than expected.

5.3 The MIRTE Master Platform

The MIRTE Master proved to be a viable starting
platform for a cleaning robot. Much of the required
setup was already in place: MoveIt was available, Nav2
for MIRTE was present, Gazebo already existed, and
many of the configuration files and calibrations were
operational.
However, some parts of the design were not tested
as thoroughly as expected before integration into the
MIRTE Master platform. The most significant issues
were found in the perception components. The RGB-D
camera was initially mounted near the front and lower
part of the robot, which resulted in depth images that
were not suitable for point-cloud processing. The in-
cluded USB camera module was also excluded from
the final design because of poor performance, including
motion blur and a pronounced drop in frame rate under
changing lighting conditions.
The final major issue encountered was time synchroniza-
tion between the MIRTE Master and other machines.

The Orange Pi 3B on the MIRTE Master was not
powerful enough to run the full software stack on its
own, so much of the processing had to be offloaded to
a laptop. For this to work correctly, the time needed
to be synchronized between the devices. Later, a cus-
tom implementation based on Chrony was used to
synchronize the clocks automatically within acceptable
tolerances.
In addition, the implemented navigation and perception
approaches were feasible but not yet fully optimized.
The coverage planners traded off completeness against
path smoothness, and the perception pipeline remained
sensitive to lighting and object appearance. These lim-
itations provide useful guidance for future work.

6 Conclusion

This work has demonstrated that the different coverage
planners each have distinct strengths and weaknesses.
The morphology-based skeleton planner performed well
in cluttered environments with tight spaces, while the
spanning-tree planner provided better coverage in larger
open spaces at the cost of more sharp turns and less
accurate localization.
The developed perception pipeline successfully local-
ized and classified small objects, demonstrating that
this combination is an effective solution for object
recognition on the MIRTE Master. The modifications
to the manipulator also substantially improved posi-
tioning accuracy and grasp reliability, making objects
manipulable even at less favorable approach angles.
Overall, this work has shown that the MIRTE Mas-
ter can accommodate the components required for a
laboratory-cleaning robot and is therefore a viable plat-
form for this task. At the same time, the results also
show that further improvements in sensing hardware,
perception robustness, and testing procedures would
be necessary before the system could be deployed more
widely.

6.1 Future Work

Future research can use the software packages created
as part of this work to evaluate the performance of the
robot by testing the different coverage planners in iso-
lation and in combination with the rest of the system.
Additionally, other coverage planners, such as Voronoi-
based [22] and boustrophedon [23] planners, can be
implemented and tested. It could also be interesting
to observe the influence of different environments on
the overall performance of the system. Another possi-
ble avenue for future research is porting the MIRTE
Master software stack to a more suitable single-board
computer and observing differences in computational
performance.
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7 Appendix

7.1 Algorithms

Algorithm 1: Skeleton-Based Coverage Path Planning
Input: Occupancy grid M, robot start position p0 ∈ R2

Output: Ordered list of waypoint segments P = [P1, P2, . . . , Pk]
/* Map preprocessing */
B ← threshold(M, lethal threshold) ; // binary free-space mask
C ← extractContours(B) ; // OpenCV RETR TREE
Gpoly ← groupContoursByContainment(C) ; // outer + holes
foreach polygon group g ∈ Gpoly do

S ← medialAxis(B) ; // skimage skeletonize
W ← skeletonToWorldCoords(S);
Ggraph ← buildKDTreeGraph(W , radius = rpath);
bridgeDisconnectedComponents(Ggraph);
L← findLeafNodes(Ggraph) ; // nodes with degree 1
v ← nearestLeaf(p0, L);
Q ← [v], Vvisited ← ∅;
while Vvisited ̸= L do

Vvisited ← Vvisited ∪ {v};
r ← nearestLeafByGraphDistance(v, L \ Vvisited, Ggraph);
π ← shortestPath(v, r, Ggraph) ; // Dijkstra
append π to Q;
v ← r;

Pi ← [W [u] ∀u ∈ Q];
append Pi to P;
p0 ← Pi[last] ; // chain segments

sanitiseWaypoints(P, M) ; // clamp to costmap bounds
return P
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Algorithm 2: Spanning-Tree Coverage Path Planning
Input: Occupancy grid M, robot start position p0 ∈ R2, scale factor s = 0.06
Output: Ordered list of waypoint segments P = [P1, P2, . . . , Pk]
/* Map preprocessing */
B ← threshold(M, lethal threshold) ; // binary free-space mask
Bdown ← resize(B, scale = s, interpolation = NEAREST) ; // downsample
/* Build spanning tree over free cells */
G← gridGraph(Bdown) ; // 4-connected grid graph
foreach edge (u, v) ∈ G do

if Bdown[u] = 0 or Bdown[v] = 0 then
remove (u, v) from G;

T ← ∅;
foreach connected component C ∈ G do

T ← T∪ DFS tree(C);
/* Edge subdivision | insert midpoint nodes */
foreach edge (u, v) ∈ T do

m← u+v
2 ;

replace (u, v) with (u, m) and (m, v);
/* Generate circumnavigation contours */
Pperim ← 0H×W ; // blank perimeter map
r ← ⌊ 1

4s
⌋ ; // rectangle half-size in pixels

foreach node p ∈ T do
pimg ← p+0.5

s
; // scale back to image coords

drawFilledRect(Pperim, centre = pimg , halfsize = r);
C ← findContours(Pperim, RETR EXTERNAL);
/* Convert contours to world-frame waypoints and plan */
P ← [ ];
foreach contour c ∈ C do

W ← pixelToWorld(c);
if |W | < 2 then

continue;
idx← arg mini ∥W [i]− p0∥2 ; // start from nearest point
Pi ← [W [idx], W [idx + 1], . . . , W [−1], W [0], . . . , W [idx− 1]];
append Pi to P;
p0 ← Pi[last];

sanitiseWaypoints(P, M);
return P
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Algorithm 3: Coverage Task Execution with Pause/Resume
Input: Coverage segments P, planner type τ
Output: Task result (success / cancelled / stopped)
P ← sortByLength(P, descending);
n← |P|, i← 0;
while P ̸= ∅ do

Pi ← dequeue(P), i← i + 1;
nav2.goThroughPoses(toROSPath(Pi));
repeat

f ← nav2.getFeedback();
publishFeedback(i, n, f .remainingPoses);
if cancelRequested then

nav2.cancelTask();
return CANCELLED;

if stopRequested then
nav2.cancelTask();
return STOPPED;

if pauseRequested then
nav2.cancelTask();
Prem ← computeRemainingSegment(Pi, getRobotPos());
prepend Prem to P ; // resume from current pose
repeat

spinOnce()
until not pauseRequested ;
;
nav2.goThroughPoses(toROSPath(Prem));

until nav2.isTaskComplete();
publishFeedback(i, n, 0);

return SUCCESS
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Algorithm 4: Depth-Based Object Detection
Input: Point cloud C (camera frame), costmap M, TF tree
Output: Detected object array O
C ← removeNaN(C);
CLQ ← C, mask ← 1|C|;
/* Iterative RANSAC plane removal */
repeat

(n, d)← RANSAC segmentPlane(CLQ,;
ϵ = 0.003,;

niter = 2000);
CLQ ← CLQ\ inliers;
mask ← mask ∧ (dist(C,Π) > 0.008);

until |CLQ| < 100 or |inliers| < 500;
Cobj ← C[mask];
/* Coordinate transform to map frame */
Tcam→base ← TF.lookup(base link, camera frame);
Tbase→map ← TF.lookup(map, base link);
Cmap ← Tbase→map · Tcam→base · Cobj ;
/* Costmap filtering */
Cmap ← {p ∈ Cmap :M(p) < δocc};
/* Clustering and bounding box extraction */
L← DBSCAN(Cmap, ε = 0.03, minPts= 20);
O ← [ ];
foreach cluster k ∈ L, k ̸= −1 do

OBBk ← getOrientedBoundingBox(Cmap[L=k]);
if M(OBBk.center) < δocc then

ψ ← arctan2(Rk[1, 0], Rk[0, 0]) ; // yaw only
append DetectedObject(OBBk.center, OBBk.extent, ψ) to O;

return O
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7.2 Materials

7.2.1 Hardware Specifications

Most of the hardware used in this implementation of
the MIRTE Master comes from the standard com-
ponents provided by the MIRTE team. The list of
hardware parts, which excludes only trivial components
such as nuts and bolts, can be found on the Materi-
als web page. Given that MIRTE is not produced in
large quantities and no standardized spare parts are
available, 3D-printing was a practical way to produce
the required structural parts from adjusted versions of
the provided CAD models. These parts can be divided
into two groups: chassis and manipulator.

7.2.2 Chassis

The chassis consists of a top, bottom, and manipulator-
mounting plate, for which aluminium plates with a
thickness of 1.5 mm were used, as well as several
side panels. These side panels not only act as chassis
support elements but also serve as mounting points
for several electronic components. For these pur-
poses, PETG was chosen because it is easy to print,
impact-resistant, and sufficiently stiff for the intended
application. The aluminium plates were chosen for
their rigidity and durability. Although no formal mate-
rial tests were performed in this study, these choices
were made to match the practical requirements of the
robot’s payload and expected handling.

The translucent PETG variant used for this project
also enables the user to look at the status lights on the
inside of the chassis. This would otherwise not have
been possible due to the aluminium top and bottom
plates. During printing, orange PETG accent lines
were also added to make the robot more visible to
people passing by.

7.2.3 Manipulator

The manipulator consists of several components, which
are listed on the Materials web page. This system can
be divided into four groups: brackets, limbs, servo-
motors, and the gripping mechanism. Given that there
are four servo-motors, the arm is defined to have four
degrees of freedom to be able to reach all places around
the robot.
There is a fifth servo-motor mounted, but it only actu-
ates the gripping mechanism and therefore does not
add any degree of freedom to the system. All of this,
including the chassis, can be seen in the interactive
display near the bottom of the Mechanical overview
page.

7.2.4 Software specifications

The MIRTE Master robotic platform has free open-
source software available for any user to install.
The latest stable release is used in this robotic sys-
tem. This software comes packaged inside a ROS
application [24], a standardized framework for devel-
oping distributed robotic systems. This allows for the
use of a wide variety of cross-compatible plugins and
additional software packages, making rapid prototyping
and development more efficient.
The ROS distribution used by the MIRTE Master plat-
form is ROS 2 Humble Hawksbill on Ubuntu 22.04.

SLAM Before the robot is able to perform any com-
plex task in an environment, the environment must
first be mapped. For this, SLAM (Simultaneous Lo-
calization and Mapping) is used. This way, the robot
can dynamically update its map of the environment
based on measurements from its LiDAR scanner. The
robot creates an occupancy grid map, represented as
an image, while estimating its own pose. The two
most widely adopted SLAM frameworks in the ROS
ecosystem are Cartographer [25] and SLAM Toolbox
[6]. For the MIRTE Master platform, SLAM Tool-
box was selected due to its superior mapping accuracy
and localization performance when reliable odometry
is available [26]. Since the MIRTE Master is dedicated
to running the core robotics software stack and is not
burdened by other computationally intensive workloads,
the higher computational requirements of SLAM Tool-
box do not pose a significant limitation. Consequently,
prioritizing mapping accuracy over computational effi-
ciency makes SLAM Toolbox the most suitable choice
for this application. SLAM Toolbox was also chosen
for its native ROS 2 support and good integration
with other ROS 2 packages. SLAM Toolbox allows
for straightforward modification of mapping behavior
using the set of parameters it provides. In the case of
the MIRTE Master, there are several projects that have
implemented SLAM Toolbox, so finding a ready-to-use
set of SLAM parameters for this robot is relatively
simple. The Mirte Navigation ROS package is used
as a starting point for configuration files and SLAM
parameter settings. It was assumed that the robot
would only navigate in unknown environments with-
out predefined or recurring maps. Localization (using
AMCL) was therefore disabled in the application.

Manipulation While the arm on the MIRTE Master
can be controlled in joint-space, the implementation
relies on task-space (Cartesian-space) control over the
end-effector position.
The manner in which motion planners are typically im-
plemented requires the integration of several complex
subsystems, such as inverse and forward kinematics
solvers, trajectory planners, and path planners. To
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accomplish the goal of task-space control over the arm,
MoveIt 2 ([27]) was used.

Navigation Robot navigation poses a challenge anal-
ogous to that of robot manipulation: workspace control.
The robot must be able to navigate to or through a

set of waypoints given in the coordinate system of the
map, while also implementing a real-time controller for
obstacle avoidance. Similar to MoveIt 2, Nav2 is used
as a solution to this problem ([7]). Aside from path
planning and real-time control, Nav2 also provides a
Costmap.
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7.3 Figures

Figure 28: Full Behavior Tree
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